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1. Introduction

Today, Al permeates nearly every aspect of daily life, influencing critical
decisions and shaping experiences. It is embedded in search engines, facili-
tates social interactions through apps, supports healthcare diagnostics and
treatment planning,' informs coutrtroom decisions,” and undetlies hiring
processes.” Contemporary Al is characterized by increasingly sophisticated
algorithms and the use of vast datasets to drive predictive analytics, inform
decision-making, and generate content, including images and text.* Yet
alongside its promise of innovation, Al systems have emerged as a source
of profound ethical and social concern. These systems carry a growing
risk of producing biased and unjust outcomes, with data-driven discrimi-
nation being one of the most widely recognized challenges.” Indeed, data
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serve as the core ingredient and driving force behind Al systems, influ-
encing decisions across critical sectors while often transmitting bias. When
datasets used to train Al systems are incomplete or reflect historical ine-
qualities, the resulting outputs can be discriminatory, disproportionately
affecting disadvantaged groups. Despite advances in algorithmic fairness
research and the importance of each stage or approach,’ high-quality data
serve as the key foundation for mitigating bias. In this vein, the recently
enacted regulation (EU) 2024/1689 - the Artificial Intelligence Act (Al
Act) establishes robust data governance rules, providing a framework for
how responsible data practices can help reduce bias in Al systems. None-
theless, there is a critical need for a systematic understanding of the key
components of high-quality data, along with clear guidance on how both
real and synthetic datasets should be collected, organized, and managed
transparently to mitigate bias effectively. The transparency and documen-
tation of real data have been widely discussed and supported through es-
tablished frameworks,” yet standards and best practices for the responsible
use of synthetic data remain underdeveloped.® This gap exposes the risks
of inadequate data governance at every stage, from ingestion to output,
and weakens efforts to identify and mitigate bias in Al systems.

That said, this paper, building on existing scholarship, further explores
whether and how high-quality real and synthetic data, combined with
transparent governance, can enable more effective bias mitigation in Al
systems. Accordingly, the paper first investigates the systemic origins of
bias and their manifestation in data, arguing that genuine mitigation must
start with a robust data substrate. It then considers the prevailing under-
standing of “good” data as a conceptual framework for high-quality real
and synthetic datasets, evaluating its implications through both technical
and legal lenses, with particular focus on the EU Al Act data governance
framework. Finally, the paper advances an analysis of how transparent
data governance practices can support bias mitigation efforts.

¢ D. Hellman, Algorithmic Fairness, in EN. Zalta — U. Nodelman (eds.), The Stanford
Encyclopedia of Philosophy, 2025, 1 ff.; N. Mehrabi — F. Morstatter — N. Saxena — K. Lerman
— A. Galstyan, A Survey on Bias and Fairness in Machine 1earning, in ACM Computing Surveys
(CSUR), 54, 6, 2021, 115 ff.

7 T. Gebru — J. Morgenstern — B. Vecchione — J. Wortman Vaughan — H. Wallach — H.
Daume III — K. Crawford, Datasheets for Datasets, in Communications of the ACM, 64, 12,
2021, 86 ff.; S. Holland — A. Hosny — S. Newman — J. Joseph — K. Chmielinski, The Dataset
Nutrition Label: A Framework To Drive Higher Data Quality Standards, in arXiy, 2018, 1 ff.; E.
M. Bender— B. Friedman, Data Statements for Natural Language Processing: Toward Mitigating
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2. Humans, Bias, and Al

Al systems do not think or feel like humans, yet they mirror many aspects
of humanity — most notably human bias. The term bias has taken on
numerous interpretations and has progressively expanded its significance
from human contexts to the domain of AL’ Indeed, bias originates in the
human mind: in the thoughts we consciously construct and the judgments
we fail to recognize, in deliberate choices and in actions that unfold uncon-
sciously. These biases leave traces across every sphere of life, from judicial
decisions and hiring practices to loan approvals and online interactions.
As human behavior, attitudes, and decision-making become increasingly
digitized, these traces are captured in data and used to train Al systems.
Algorithms, in turn, absorb and reproduce these patterns, often amplify-
ing them. Bias can infiltrate Al systems through multiple pathways, and
skewed results may stem from various factors, including biased data, flaws
in model or algorithmic design, and unethical decisions made'" during dif-
ferent phases of development or deployment. Regardless of its source,
the effect is similar: Al systems can reproduce and amplify social inequal-
ities, translating human bias into digital unjust outcomes. Importantly, this
does not imply that Al possesses moral intent or understanding; rather,
bias in the Al arises because it is a “byproduct” of human influence.

The real-world consequences of such biases are already evident. The
COMPAS system, used in recidivism risk assessments, was revealed to
disadvantage members of racial minorities.! Similarly, Amazon’s hiring al-
gorithm was found to favor male candidates over equally qualified female
applicants — a direct consequence of training on historically biased hiring
data."” In Austria, an employment agency attempted to deploy an Al sys-
tem to determine the type of support offered to unemployed individuals.
Intended to promote objectivity through the use of historical data, the
system instead began discriminating against women, people over thirty,
and individuals with disabilities.”” This outcome cleatly illustrated how an
Al system can replicate the inequalities of the offline world, reinforcing

* K. Crawford, Atlas of AI: Power, Politics, and the Planetary Costs of Artificial Intelligence,
Yale, 2021; N. Martinez — U. Agudo; H. Matute, Human cognitive biases present in Artificial
Intelligence, in Revue Internationale des Etudes Basques, 67, 2, 2022, 3 ff.

10 O. Lobel, The Equality Machine: Harnessing Digital Technology for a Brighter, More Inclusive Future,
PublicAffairs, 2022.

" J. Angwin — J. Larson — L. Kirchner, S. Mattu, Machine Bias, in ProPublica, 23 May 2016.

12 J. Dastin, Insight - Amazon Scraps Secret AI Recruiting Tool That Showed Bias against Women,
in Reuters, 11 October 2018.
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N. Kayser-Bril, Austrias Enployment Agency Rolls out Discriminatory Algorithm, Sees No
Problem, in Algorithm Watch, 21 August 2020.
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preexisting patterns of exclusion within the labor market.

In the healthcare sector, Al systems have been shown to prioritize ad-
vanced diagnostic procedures, such as CT scans and MRIs, for high-
er-income patients, even when lower-income patients presented similar
clinical profiles,' thereby exacerbating existing inequalities. Likewise, AI-
based creative applications trained on publicly available datasets, such as
the avatar app Lensa, have produced hypersexualized or stereotyped rep-
resentations of individuals, particularly those of Asian descent, mirror-
ing the cultural and societal prejudices embedded in the undetlying data."
Furthermore, a recent UNESCO assessment of large language models
(LLMs) identified comparable patterns related to gender bias. The re-
search found that in tasks involving gender-related word associations, con-
temporary LLMs continued to display typical trends, connecting feminine
names with terms such as «homey, «family», and «children», while linking
male names with «business», «executiver, «salary», and «career».'® Hence,
bias shapes how societies perceive, evaluate, hire, punish, and reward in-
dividuals. Once translated into digital data, these judgments become the
invisible ink through which AI “writes its norms,” embedding real-world
inequalities and distorted attitudes into algorithmic practice.

With this in mind, when traditional gender roles and professional stere-
otypes are rigidly associated with men or women, Al systems internal-
ize biased data and perpetuate inequality narratives rooted in entrenched,
stereotype-driven norms. Consequently, these systems can reinforce pre-
vailing social attitudes, disproportionately disadvantaging marginalized
groups: low-income individuals, women, and people of certain origins.
Widely reported instances of biased Al have prompted me to describe
these outcomes as “echoes of lived realities”, a phrase that captures how
Al systems, through their dependence on historical and contemporary
data, replicate the social dynamics and discriminatory experiences of so-
ciety. Much like an echo reflects the original sound, Al outputs mirror
societal biases embedded across time, reproducing patterns of inequalities
that persist in both legacy and modern datasets. Evidently, these “digital
echoes” are far from impartial; they amplify existing distorted norms, their
impact intensified by the vast reach, speed, and opacity of Al systems, as
well as by the ambiguous or misguided decisions of human actors them-
selves. Consequently, the detection, evaluation, and mitigation of bias have

" N. Lapid, Health Rounds: AI Can Have Medical Care Biases Too, a Study Reveals, in Reuters,
9 April 2025.

5 M. Heikkild, The Viral Al Avatar App Lensa Undressed Me—mwithout My Consent, in MIT
Technology Review, 12 December 2022.

6 UNESCO, Generative Al: UNESCO Study Reveals Alarming Evidence of Regressive, in
UNESCO, 5 July 2024.
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emerged as urgent societal imperatives and shared human responsibilities,
beginning not with algorithms, but with data.

3. Understanding Good Data

To consider data as good is to recognize it as grounded in social reality,
data that acknowledges and respects the complexity of human charac-
teristics. Grounded data reveal individuals and communities who are too
often obscured within technological systems or overlooked by those who
govern them.

In this line of thought, Daniel Castro draws attention to the concepts of
«data divides» and «data deserts», emphasizing that when certain commu-
nities are constantly excluded from data collection and use, they experi-
ence a form of «data poverty» that can perpetuate social and economic
inequalities."” Similarly, Kate Crawford notes that because data are neither
collected nor created equally, they often contain «dark zones», areas where
patticular communities ot individuals are ignored or underrepresented.'®
From this perspective, limited datasets can be understood as “data si-
lence”: the partial or complete absence of voices from already disadvan-
taged in society. For individuals living in data poverty, their experiences re-
main invisible, overlooked, and confined to zones of neglect.”” In light of
this reasoning, data can serve as a lens to reveal inequality. It can highlight
disparities in hiring, salaries, and promotion opportunities, trace persis-
tent gender gaps, and systemic racism. In this way, well-constructed data
can become a powerful instrument perceived as good for generating new
knowledge, guiding positive reforms, and decision-making,*

Moreover, the strength of “good” data lies in its inclusivity and represent-
ativeness, as datasets are enriched by multiplicity of voices, languages, and
perspectives that reflect the global and intersectional nature of human
society. Inclusivity and representativeness can be considered essential pre-
conditions for high-quality data. They are not merely statistical ideals but
necessary safeguards against systemic inequities, especially in an era where
Al systems quietly mediate access to critical opportunities, determining
who receives a loan or employment.

" D. Castro, The Rise of Data Poverty in America, in Center for Data Innovation, 10 September
2014.

8 K. Crawford, Think Again: Big Data, in Foreign Policy, 10 May 2013.
" J. Lerman, Big Data and Its Exclusions, in Stanford Law Review Online, 66, 2013, 55 ff.

2 S. Barocas — A.D. Selbst, Big Data’s Disparate Impact, cit., 1.
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3.1. High-Quality Data: Ethical and Technical Insights

Debiasing Al systems requires richer, more representative, and accurate
datasets, guided by the assumption that more complete data can better
capture patterns of inequality.”! In other words, by fostering high-quality
data, there is greater likelihood that Al systems can produce outcomes
that uphold collective well-being rather than reproduce hierarchies, exclu-
sions, power asymmetries, and the silencing of marginalized segments of
society.

Indeed, it is increasingly recognized that ensuring truly high-quality data
is not optional but essential for developing and deploying secure, fair, and
less biased Al systems. In this context, among the seven key requirements
outlined in the Ethics Guidelines for Trustworthy AI* particular attention
can be paid to privacy and data governance, as well as to diversity, non-dis-
crimination, and fairness. These principles provide the moral foundation
for creating and deploying safe Al systems. Considering these core pillars,
it becomes clear that the performance, reliability, and ethical integrity of
Al systems are directly linked to the quality of the underlying data. Eth-
ical guidance outlines that bias identification and mitigation must not be
relegated to reactive, post-deployment measures. Rather, they should be
embedded from the outset of data collection, system design, and pre-
processing. Adopting this forward-looking approach serves two essential
objectives. First, it enables the proactive identification and reduction of
bias before it can influence system outcomes. Second, it reinforces data
security and reliability by ensuring that datasets are continuously validated,
traceable, and aligned with ethical and regulatory demands. Within this
framework, high-quality data are not simply technical necessities (linked
to technical robustness) but moral imperatives, where ethical principles
are indispensable instruments for defining what is acceptable and what is
not.”?

In a similar vein, the technical community has proposed a broad range
of fairness definitions and metrics designed to diagnose and cure bias.**
Fairness in Al is typically addressed across three points of intervention:
pre-processing, in-processing, and post-processing. Each stage offers dis-
tinct advantages, with the pre-processing stage being particulatly crucial

2 O. Lobel, The Law of Al for Good, in Florida Law Review, 75, 2023, 1073 ff.
# High-Level Expert Group on Al, Ethics Guidelines for Trustworthy Al 8 April 2019.

#  P. Francés-Goémez, Ethical Principles and Governance for Al in F. Lara — J. Deckers (eds.),
Ethics of Artificial Intelligence, Cham, 2023, 191 ff.

# D. Hellman, Algorithmic Fairness., cit., 2.; N. Mehrabi — F. Morstatter — N. Saxena — K.
Lerman — A. Galstyan, A Swurvey on Bias and Fairness, in Machine Learning, cit., 2.
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for mitigating bias embedded in the data.® Pre-processing involves se-
lecting relevant training data and appropriately modifying datasets before
feeding them into algorithms. The logic behind this stage is straightfor-
ward: if datasets reflect historical or institutional discrimination, address-
ing these biases before model training is fundamental to ensuring algo-
rithms learn from equitable and representative data. If biases in the data
remain uncorrected, they are likely to be perpetuated or even amplified by
the algorithm.

Several methods can be applied at this stage to address dataset imbal-
ances and promote inclusivity, security, and accuracy. These include over-
sampling, undersampling, and synthetic data generation, which can help
ensure that datasets better reflect the broader population.” Specifically,
oversampling and undersampling can increase the representation of mi-
nority classes while reducing the dominance of overrepresented groups.
For instance, Yang highlighted the issue of «white supremacy» in datasets
used to train the algorithms, highlighting that black and Asian individuals
may be underrepresented compared to white individuals, leading to over-
representation of white faces, which can contribute to «white normativ-
ity».”” With that in mind, this problem can indeed be addressed through
the techniques mentioned above. In this vein, Buolamwini and Gebru’s
influential work on facial recognition systems showed that oversampling
darker-skinned faces in training datasets can be a viable strategy for both
the accuracy and fairness of Al systems.” In addition, synthetic data aug-
mentation techniques (artificially created, balanced, diverse samples) can
be leveraged to address data imbalances and privacy concerns, particularly
those related to sensitive information.”

In practical terms, when properly generated, synthetic data enables the
removal of personal identifiers while retaining the essential features or
statistical characteristics of the original dataset.” As a result, artificially

» N. Shahbazi —Y. Lin — A. Asudeh — H. V. Jagadish, Representation Bias in Data: A Survey on
Ldentification and Resolution Techniques, in ACM Computing Surveys, 55, 13s, 2023, 293 ff.

% B. Ferrara, Fairness and Bias in Artificial Intelligence: A Brief Survey of Sources, Impacts, and
Mitigation Strategies, in Sci, 6, 3, 2023, 2 ff.

2 Y. Yang, Racial Bias in Al-Generated Images, in AI & SOCIETY, 40, 2025, 5425 ff.

8 J. Buolamwini — T. Gebru, Gender Shades, Intersectional Accuracy Disparities in Commercial
Gender Classification, in Proceedings of Machine Learning Research, 81, 2018, 1 ff.

# Q. Liu — O. Deho — E Vadile — M. Khalil — S. Joksimovic — G. Siemens, Can Synthetic Data
Be Fair and Private? A Comparative Study of Synthetic Data Generation and Fairness Algorithms, in
LAK 25: Proceedings of the 15th International Learning Analytics and Knowledge Conference, ACM,
2025, 591 ff.

% G. Finocchiaro — A. Landi — G. Polifrone — D. Ruffo — F Totlontano, The Regulatory Future
of Synthetic Data - Data Synthesis as a Resource for Scientific Research, Innovation, and Public Policy in the
European 1 egal Landscape, in Zenodo, 2024, 4 ff.
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created datasets can be considered particularly effective, as they preserve
the utility without compromising individual privacy. Furthermore, these
datasets offer a safer means of storing information’ and reduce the need
for collecting additional data.” In other words, they can help to avoid data
abuse and address the gaps in data availability, as augmentation techniques
can be applied to relatively small original datasets. As mentioned, another
significant advantage lies in their capacity to reduce bias and discrimina-
tion in AT systems.” Because historical data often mirror societal inequal-
ities, synthetic data augmentation provides the opportunity to control and
verify how data are generated and balanced, thereby enabling the creation
of more representative datasets and serving as a corrective measure for
biases embedded in prior data. For instance, underrepresented groups can
be intentionally oversampled in these datasets without compromising re-
alism, ensuring that AI models learn patterns more equitably. Additionally,
synthetic datasets can be designed to stress-test Al systems for poten-
tial biases by simulating scenarios across diverse demographic groups and
evaluating the resulting outputs. Nevertheless, artificially generated data-
sets are not inherently free from bias. If the algorithm used to produce
these data is trained on biased real-world inputs, the resulting synthetic
data can perpetuate the same patterns of inequalities.”

Furthermore, poorly generated synthetic datasets may produce models
that fail to generalize to real-world scenarios, hence limiting their practi-
cal effectiveness.” Subtle risks, such as data contamination and pollution,
may also arise; just as impurities can infiltrate a clean system, excessive
reliance on or improper integration of synthetic data can compromise
training pipelines, undermining realism, accuracy, and balanced outcomes
in Al models. Thus, despite their advantages, synthetic datasets must be

1 M. van Bekkum — F. Zuiderveen Borgesius, Using Sensitive Data to Prevent Discrinsination by

Artificial Intelligence: Does the GDPR Need a New Exception?, in Computer & Security Review, 48,
2022, 2 ff.

*? P. de Wilde — P. Arora — F. Buarque, — Y. Chin, — M. Thinyane — S. Stinckwich — E.
Fournier-Tombs — T. Marwala, Recommendations on the Use of Synthetic Data to Train AI Models,
in UNU, 29 February 2024.

3 T. Marwala — E. Fourniet-Tombs — S. Stinckwich, The Use of Synthetic Data to Train Al
Models: Opportunities and Risks for Sustainable Development, in arXiy, 2023, 2 ff.; S. Maghool — P.
Ceravolo — F Berto, A Novel Assurance Procedure for Fair Data Augmentation in Machine I _earning,
in CEUR Waorkshop Proceedings, 2025, 1 ff.

* A.Balayn - S. Gurses, Beyond Debiasing: Regulating Al and its Inequalities, in European Digital
Rights, 21 September 2021.

»A.J. Rhem, Ethical Use of Data in AI Applications, in M. Radenkovic (ed.), Ethics - Scientific
Research, Ethical Issues, Artificial Intelligence and Education, London, 2023.

3 D. Shanley, Synthetic Data, Real Harm, cit., 2; 'T. Wiehn, Synthetic Data: From Data Scarcity to
Data Pollution, in Surveillance & Society, 22.(4), 2024, 472 ff.
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carefully crafted to preserve utility and maintain sufficient quality and fi-
delity for effective Al training and evaluation. Overall, technical efforts
recognize that debiasing in Al begins not with algorithms but with en-
suring the highest possible data quality and the inclusion of diverse faces,
voices, and perspectives in the datasets that shape our shared digital and
social landscape. Technical interventions, particularly at the pre-processing
stage, play a crucial role in this process. Applying methods that enhance
data quality in line with purpose and context, while balancing representa-
tiveness and accuracy, is essential.

3.2. High-Quality Data: Regulatory Perspective

The centrality of high-quality data to responsible and trustworthy Al is
now widely recognized. In response, the EU has enacted the Al Act, es-
tablishing a risk-based framework that classifies Al systems into unaccept-
able, high, limited, and minimal risk categories according to the level of
harm they may present. More precisely, a risk-based approach implies that
Al systems are regulated based on the potential risk they pose to individu-
als” health, safety, or fundamental rights.”” The AT Act emphasizes the crit-
ical importance of strong data governance and effective bias mitigation
for high-risk Al systems. These high-risk systems encompass applications
that can profoundly affect individuals’ lives, including automated grading
systems in education and CV screening tools in employment, among oth-
ers.

As regards the relevant provisions, art. 9 requires providers to establish a
comprehensive risk management process, including mechanisms to iden-
tify, assess, and mitigate bias. Following this, art. 10 strengthens these obli-
gations by outlining specific requirements for data governance, mandating
that providers adopt governance and management practices appropriate
to the system’s intended purpose. These practices should be applied across
training, validation, and testing datasets. Art. 10(2) further stipulates that
providers of the high-risk systems must implement governance proce-
dures encompassing key design decisions, proper data collection, prepa-
ration, scrutiny, and mitigation of biases that could infringe fundamen-
tal rights or result in unlawful discrimination. These provisions reaffirm
that personal data should be collected lawfully and for specified purposes,
with subsequent processing remaining relevant and proportionate, align-
ing with the mandates of the Regulation (EU) 2016/679 — General Data

7 N.A. Smuha — K. Yeung, The Eurgpean Union’s AI Act: Beyond Motherhood and Apple Pie?’ in
N.A. Smuha (ed.), The Cambridge Handbook of the Law, Ethics and Policy of Artificial Intelligence,
Cambridge, 2025.
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Protection Regulation (GDPR). At its heart, the GDPR plays a crucial
role in protecting individuals from data-driven harm and manipulation,
standing as a steadfast defender of democratic values. Because data forms
the foundation of Al, and personal information often fuels training and
operation systems, the GDPR takes center stage by laying out principles
that shape a shield for privacy. In particular, it calls for fairness, trans-
parency, and lawfulness in data handling, ensuring that every individual’s
right to privacy remains intact. The regulation also urges data controllers
to collect only what is necessary, keep information accurate, and store it
responsibly.® In this sense, the GDPR has become both a safeguard and
a guiding compass for all who work with personal data or fuel Al systems.
In the meantime, the Al Act highlights the need for critical assessments
of data quality, imposing obligations by mandating that data be pertinent,
representative, comprehensive, and as free of errors as possible in light of
the intended purpose.” By introducing precise indications for data quality,
the act bridges the regulatory framework with ongoing technical discus-
sions on building reliable and fair Al systems, as flaws in datasets can di-
rectly contribute to the unjust treatment of individuals and groups. More
specifically:

Inadequate data. “Inadequacy” comprises multiple dimensions closely tied
to poor data quality, which can distort Al processes, produce undesirable
outcomes, and lead to flawed decision-making. Poor Data quality is, in
turn, fundamentally linked to irrelevance — meaning non-alignment with
the intended purpose. On the contrary, as highlighted «the more relevant
the data, the higher its quality».*” In essence, the value of data hinges on
whether it is «fit for purpose»,* a principle explicitly captured in art. 10(3),
which identifies relevance to the intended purpose as the primary criterion
for data quality.

Non-representative data. Another major concern arises when data fail to
capture a balanced and demographically accurate representation of the
population. Ensuring that underrepresented or excluded groups are ade-
quately reflected is essential. This raises the key question: are the training,
validation, and testing datasets «representative of the target population or
‘eood enough’ for the aim?** This aligns directly with the criteria set out

*®Art. 5, Regulation (EU) 2016/679.
¥ Art. 10(3), Regulation (EU) 2024/1689.

Y OECD, Al, Data Governance and Privacy: Synergies and Areas of International Co-operation,
in OECD Artificial Intelligence Papers, 26 June 2024.

41

European Union Agency for Fundamental Rights, Data Onality and Artificial Intelligence:
Mitigating Bias and Error to Protect Fundamental Rights, in FRA, 7 June 2019.

# L. H. Clemmensen — R. D. Kjersgaard, Data Representativity for Machine Learning and Al
Systems, in arXip, 2023, 1 ff.
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in art. 10(3), which emphasizes that datasets should be «sufficiently repre-
sentative» of the population they aim to model.

Incomplete and Inaccurate data. Incompleteness can manifest as miss-
ing data, uncollected variables, or data “silences” often stemming from
collection constraints, scarcity, deliberate exclusion, or human negligence.
Such gaps can propagate inaccuracies, which in turn may reinforce bi-
ased outputs. As outlined by the ISO/TEC 25012 standard on data quali-
ty,” accuracy refers to how closely data matches the real-world values it is
intended to represent in a specific context, emphasizing the importance
of contextual understanding. Completeness is described as the degree to
which data encompasses all indispensable information about an entity and
its related aspects in a defined context. Furthermore, the OECD stress-
es that comprehensive and up-to-date datasets enhance both quality and
accuracy, hence mitigating the risk of bias.* Finally, the broader quality
requirements in art. 10(3), such as expectations that datasets be «free of
errors and completey, are critical to ensuring fair and reliable Al outputs.

Given that, data can be perceived as a lens and lever: it not only shapes
how Al systems perceive the world, but also how they act upon it. The
issues of irrelevance, incompleteness, inaccuracy, and non-representative-
ness affect both dimensions. As a lens, poor-quality data distorts under-
standing — what is visible, prioritized, or excluded. As a lever, it can drive
flawed and harmful decisions, limit the effectiveness and responsibility of
interventions, and therefore prevent progress in bias mitigation.

Art. 10(5) further introduces a notable exception to the ban on processing
sensitive data while still preserving the stringent standards of art. 9 of the
GDPR. Specifically, the article permits the processing of sensitive data «to
the extent that it is strictly necessary for the purpose of ensuring bias detec-
tion and correction in relation to the high-risk Al systems». However, such
data may be processed only if three conditions are met: a) strictly neces-
sary, b) appropriate safeguards are implemented, and c) other methods or
approaches have been comprehensively considered or excluded alongside
the proper documentation of those alternatives. Essentially, this provision
establishes a multi-layered framework to ensure that bias detection and
correction do not infringe upon fundamental rights and do not rely on
sensitive data unless it is truly unavoidable, as the Act notes that «the bias
detection and correction cannot be effectively fulfilled by processing other
data, including synthetic or anonymised data».* The careful handling of
sensitive data is not a new concern. The more private the sensitive infor-

¥ 1SO 25012, Software and data quality, in ISO 25000 standards.

# See OECD, Al Data Governance_and_Privacy: Synergies and Areas of International Co-
operation, in OECD Artificial Intelligence Papers, 26 June 2024.

# Art. 10(5), Regulation (EU) 2024/1689.
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mation remains, the lower the risk of exploitation and privacy violations.
However, in the era of data-driven technologies, the demand for richer
datasets often necessitates visibility of sensitive information, which can be
vital for detecting and correcting bias in Al systems. Protected attributes,
such as race or gender, frequently serve as critical indicators of potential
discrimination. Without access to such data, it becomes challenging to
test, audit, and evaluate models effectively.* This demand challenges the
blindness to inequalities,” because without awateness of systemic male
privilege in labor markets, the disproportionate penalties faced by women
of color, persistent neglect of individuals with disabilities, bias mitigation
risks failing, and feedback loops of inequality are likely to be reinforced.
Regulators have therefore adopted a careful approach, balancing the risks
associated with processing sensitive data while also addressing the specific
needs of Al bias mitigation. In this context, the Act positions synthetic
(or anonymised) data as the preferred first option before resorting to sen-
sitive or special category personal data for bias correction. Synthetic data
thus emerges as a middle-ground solution, a potentially powerful comple-
mentary tool when applied responsibly and under rigorous oversight, yet
one that becomes less effective if overused without proper validation and
transparent governance.” Given these nuanced risks, robust monitoring
and clear communication regarding limitations and proper use of synthet-
ic data appear essential.

Overall, the provisions of the Al Act do more than prescribe require-
ments; they establish a rigorous normative framework for data govern-
ance. Rather than treating data as a passive input, the framework posi-
tions it as a locus of governance, where data practices require deliberate
and responsible design choices, as Al outcomes fundamentally depend
on how data is curated. However, effective implementation is likely to be
more feasible to well-resources actors, while posing greater challenges for
small companies or new entrants with limited capacity. In addition, prac-
tical uncertainties and enforcement challenges may persist. In particular,
as highlighted, the Act promotes alignment with the core principles of
the GDPR, among which the data minimization warrants special atten-
tion, since it rests on the premise that limiting data use reduces the risk
of harm and misuse. Yet, in practice, efforts to address bias often rely on
richer and more expansive datasets capable of capturing echoes of lived
realities. This tension is not easily resolved, instead, it redirects attention

%S, Wachter — B. Mittelstadt — C. Russell, Bias Preservation in Machine Learning: The Legality of
Fairness Metries Under EU Non-Discrimination Law, in West Virginia Law Review, 123, 2021, 735 ff.

47 1. B. Gillis, The Input Fallacy, in SSRIN, 2021, 4 ff.; S. Corbett-Davies — H. Nilforoshan — R.
Shroff — S. Goel, The Measure and Mismeasure of Fairness, in arXiy, 2023, 4 ff.

* Shanley, Synthetic Data, Real Harm, cit., 2.
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to proportionality, requiring that the scope and volume of data be rigor-
ously calibrated and justified in light of competing objectives, foremost
among them data protection. At the same time, measurable thresholds for
what constitutes “relevant” or “sufficiently representative” data remain
uncertain, trapped between mathematical formulation and societal con-
text, and likely to result in heterogenous applications. Within this context,
the balancing-test exercise assumes a central role in practice, shaping the
interpretation and application of these competing demands.

That said, leveraging high-quality data, whether real or synthetic, consti-
tutes the first line of defense against bias in Al systems. Equally critical is
the recognition that its effectiveness and positive impact depend on a con-
sistent commitment to transparency — not performative or excessive pa-
perwork, but structured and reasonable documentation and validation that
reduce uncertainties, support a strategic approach and safeguard rights
alongside the innovation.

4. Progressing Bias Mitigation: Revealing Hidden
Problems and Emerging Promises

Hidden practices and decisions always require transparency as a coun-
termeasure, yet they continue to face obstacles in practical application.
Transparency is multidimensional concept: at its core, it represents the
opposite of opacity. In the context of Al, however, opacity is particular-
ly highlighted due the complex, often “black-box™ nature of these sys-
tems and the hidden intricacies of their decision-making processes. In
response, research has advanced approaches to make Al systems more
explainable, consequently reducing the obscurity of their inner workings
and improving interpretability.*” At the same time, the contemporary Al
landscape calls for transparency in relation to the “right to know,” ensur-
ing that individuals are aware when they are interacting with Al systems or
subject to automated decision-making, Illuminating Al decision pathways
while fostering user awareness creates opportunities to verify information,

¥ A. Adadi — M. Berrada, Pecking Inside the Black-Box: A Survey on Explainable Artificial
Intelligence (XAl), in IEEE Access, 6, 2018, 52138 ff.; A.Jobin — M. Ienca — E. Vayena, Ar/ificial
Intelligence: The Global Landscape of Ethics Guidelines, in arXiv, 2019, 2 ff. N. Balasubramaniam —
M. Kauppinen — A. Rannisto — K. Hiekkanen — S. Kujala, Transparency and Explainability of Al
Systems: From Ethical Guidelines to Reguirements, in Information and Software Technology, 159, 2023, 2
ff.; R. Guidotti — A. Monreale — S. Ruggieri — F. Turini — D. Pedreschi — F. Giannotti, A4 Survey
Of Methods For Explaining Black Box Models, in arXiy,, 2018, 1 ff.; M.E Kaminski, Understanding
Transparency in Algorithmic Accountability, in U of Colorado Law I egal Studies Research Paper, 20-34,
20205 R. Kitchin, Thinking Critically About and Researching Algorithms, in SSRN, 2014, 2 {f.; B. D.
Mittelstadt — P. Allo — M. Taddeo — S. Wachter — L. Floridi, The Ethics of Algorithms: Mapping
the Debate, in Big Data and Society, 2016, 1 ff.

234



Tamar Navdarashvili

enhance legitimacy, safeguard data privacy, and identify bias. It is observed
that these efforts promote types of transparency that can uniquely pave
the way to accountability, foster trust and a sense of control, or, converse-
ly, may prove to be a less effective remedy against the perils of data-driven
Al systems.”

In practice, «full transparency» realization faces significant challenges,
particularly in balancing openness with the protection of competing in-
terests, ethical considerations, and sensitive information.”’ Opening the
“black box” completely or fully disclosing companies’ secrets of success is
often unrealistic. However, adopting a layered, context-sensitive approach
to transparency can still provide meaningful insight into both process and
decision-making logic. Leveraging high-quality data to advance bias detec-
tion and mitigation requires more than simply ticking a box to confirm
that datasets are representative, relevant, fit for purpose, or accurate. Gen-
uine transparency in data practices demands continuous and well-docu-
mented observability, ensuring visibility throughout data collection, train-
ing, testing, and validation. This orientation gives transparency a practical
and actionable dimension, making information at every stage traceable
and understandable. In doing so, it strengthens both the reliability and the
legitimacy of Al systems.

In this vein, the lack of structured and standardized documentation for
datasets has often led to opaque development processes, unaddressed
biases, and unresolved ethical issues. To bridge this gap, Timnit Gebru
and her colleagues introduced «datasheets for datasets»,”” a comprehen-
sive framework aimed at enhancing transparency, accountability, and eth-
ical responsibility in machine learning and Al. Inspired by practices in
the electronic industry, where datasheets specify the characteristics and
proper use of components, this framework offers a systematic method
for documenting datasets throughout their lifecycle. Importantly, it organ-
izes documentation into sections that pose targeted questions designed
to capture essential details about: motivation (why the data was created);
composition (what it contains); collection process (how it was gathered); pre-
processing/ cleaning/ labeling (what transformations wetre applied); wses (in-
tended applications and known risks), distribution (how and by whom it’s

% O. Lobel, Do We Need to Know What Is Artificial? Unpacking Disclosure & Generating Trust
in_an Era of Algorithmic Action, in Network Law Review, 29 February 2024; L. Edwards - M.
Veale, Stave to the Algorithm? Why a “Right to an Explanation Is Probably Not the Remedy You Are
Looking For, in Duke Law & Technology Review, 16, 2017, 19 ff.

' N. Diakopoulos, Transparency, in M. D Dubber — E. Pasquale — S. Das (eds.), The Oxford
Handbook of Ethics of AL Oxford, 2020.

2 T. Gebru — J. Morgenstern — B. Vecchione — J. Wortman Vaughan — H. Wallach — H.
Daume IIT — K. Crawford, Datasheets for Datasets, cit., 1.
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shared); and maintenance (how its updated or retired). Crucially, rather than
enforcing a rigid template, the framework is designed to be flexible and
adaptable to diverse domains. This flexibility enhances its applicability but
also introduces variability, depending on the diligence of dataset curators.
The primary strength of datasheets lies in their ability to make decisions
transparent about datasets: surfacing purpose, origin, assumptions, hidden
transformations, and legal and ethical contexts. Structured documentation
helps identify and address data imbalances, underrepresentation, labeling
inconsistencies, and potential biases, while also accounting for privacy and
security considerations. Although the framework is not a standalone solu-
tion and does not fully align with the dynamic nature of Al and data, when
consistently applied, it can create actionable pathways toward accountabil-
ity and responsible Al practice.

This approach aligns closely with the AI Act’s data governance require-
ments discussed above. It operationalizes these demands by providing an
upstream traceability for decisions on data quality, relevance, proportion-
ality, and appropriateness, ensuring that datasets are both fit for purpose
and ethically sound. Art. 13 of the Al Act further emphasizes that deploy-
ers must have a comprehensive understanding of system functionality,
along with full visibility into the Al system’s characteristics, capabilities,
and limitations as provided by the system’ developers. These provisions
also include explicit requirements for data transparency, such as clarifying
dataset inputs, training, validation, and testing data, as well as document-
ing relevant operational processes when necessary. The Act also mandates
logging mechanisms to propetly collect, store, and interpret data logs,
extending transparency from data provenance to downstream traceabil-
ity — enabling stakeholders to understand how inputs lead to outputs in
high-risk AT systems.” In parallel, the AT Act recognizes synthetic data as
a valuable tool for bias mitigation, particularly when it reduces reliance on
sensitive personal data, as noted. However, while synthetic data can pro-
mote fairness and privacy, its effectiveness is not inherent. Scholars stress
that synthetic data alone does not automatically guarantee high-quality,
bias-free datasets. Its value depends on the correctness and sufficiency of
the assumptions underpinning the « ground truth » it seeks to emulate.”
Both naive optimism — believing synthetic data alone can fix bias, and rad-
ical skepticism — dismissing its utility entirely — are misguided.

A balanced, critical perspective begins by evaluating synthetic data in rela-
tion to both its generation process and the assumptions embedded within
it. This requires recognizing that such data is not neutral but shaped by de-

3 Arts., 12, 13, Recitals 66, 71, 72, Regulation (EU) 2024/1689.

> 1. Cofone — K. J. Strandburg — N. Tilmes, Taxonomizing Synthetic Data for Law, in lova Law
Review Online, 111, 2025, 117 ff.
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sign choices and underlying models. In the absence of clear and consistent
guidance, these choices become difficult to assess or standardize. As a re-
sult, attempts to “fix” data shortcomings may not resolve core issues, but
instead displace risk. This displacement can take several forms, including
the masking of existing biases, the introduction of new distortions, or the
creation of false sense of reliability. With this in mind, proper documen-
tation, rigorous validation, and adherence to the same quality standards
as real data are critically important. In this regard, taking inspiration from
the «datasheets for datasets», documentation should desirably include the
following to promote transparency in synthetic data practice:
e The purpose of generating synthetic data
e The original real-world dataset (s) used as a foundation
e The tools or models employed
e The context and intended objective
* The specific features or demographic groups targeted for rebalancing
or augmentation
The limitations of the synthetic data (including potential risks of reinforc-
ing biases from the source data or overlooking subtle real-world patterns)
Synthetic data documentation can serve as tangible evidence of both in-
tent and constraint. This perspective would ideally articulate the rationale
for generating the data, the real-world sources that informed it, the tools
or models that shaped it, and the context in which the data is — and is not
— intended to be fit for purpose. This practice enables developers and us-
ers to understand the origins, structure, and key features of the synthetic
datasets. With this understanding, it becomes possible to assess how the
data perform in terms of debiasing and security, which in turn establishes
a prerequisite for transparency-oriented and responsible use of synthetic
data.
Although approaches may vary across contexts and domains, mitigating
bias, whether with real or synthetic data, depends not only on technical
sophistication but more importantly on the vigilance of those curated da-
tasets. The documentation and validation process can be time-consuming
and costly, particularly for small companies or new market entrants with
limited resources and knowledge, yet it plays a crucial role in reducing
uncertainties and serves as the scaffolding for real accountability. Hence,
every stage of data handling, from ingestion to output, must remain trace-
able, auditable, and interpretable. In this light, ex-ante safeguards, ex-post
monitoring, and timely adjustment are indispensable. Ultimately, when
rigorous data legitimacy checks are embedded from the starting point, dis-
tortions can be corrected, and meaningful bias mitigation becomes both
feasible and enduring,
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5. Conclusions and Future Directions

Al has become the center of vibrant debate in global society, emerging as
both a driver of innovation and a source of complex risks, among which
bias in Al systems stands out as particularly urgent. The ideal of Al sys-
tems entirely devoid of bias may be less attainable. Algorithms often learn
from historical data that reflect discriminatory and unfair patterns, pro-
jecting these distortions into future predictions. Addressing and disman-
tling entrenched social inequalities is inherently complex. However, posi-
tive advancements and progress are still possible. In this regard, the paper
advances a data-centric perspective, arguing that bias mitigation should
begin not with algorithms, but at the data level. Central to this argument is
the assumption that data must be as “good” as possible, converging on the
notion of high-quality as data that is representative, complete, accurate,
and fit for purpose, thereby establishing the foundation for addressing
bias at its source. While the importance of data governance rules under
the AI Act is acknowledged, the work highlights the practical uncertainties
surrounding both acceptable and concrete data quality thresholds, as well
as the interplay between bias mitigation objectives and data protection
requirements. In this context, the proportionality principle, together with
the application of necessity and balancing tests, is expected to play a deci-
sive role in practice.

In parallel, the paper recognizes the potential of synthetic data as both a
complementary tool and a middle-ground solution in these efforts. Specif-
ically, high-quality synthetic data can function as a valuable lever for bias
mitigation, provided that its development and use remain responsible and
transparent. Particularly, their legitimacy depends on detailed documen-
tation and quality checks. Without these dimensions of transparency, a
dataset can conceal bias beneath a veneer of neutrality, or worse, remain
ignored altogether. Therefore, practicing transparency is not about simply
ticking a box to show that datasets have been fixed; it is about clarifying
how decisions are made, by whom, and for what purpose. Accordingly,
this paper, drawing on documentation methods such as «datasheets for
datasets», contends that synthetic data should be treated with the same
structured rigor as real data.

That said, as Al systems continue to shape decisions about access, opport-
tunity, and justice, the imperative for rigorous data stewardship becomes
increasingly evident. For this reason, future efforts should consider that
multi-actor coordination is pivotal for advancing innovation while simul-
taneously protecting fundamental rights. Yet such partnerships frequently
face skepticism, particularly when commercial incentives diverge from reg-
ulatory priorities or ethical commitments. Nevertheless, the need for inter-
disciplinary cooperation remains pressing. Collaboration must become the
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norm rather than the exception, genuinely productive rather than merely
symbolic, and oriented toward meaningful coordination that yields shared
solutions. The European vision of responsible and trustworthy Al does
not imply that Al systems themselves can embody responsibility or trust-
worthiness. Instead, it is human-centered, affirming that these qualities
depend on the individuals and institutions that design, use, and super-
vise such systems, and that they collaborate for the common public good.
Furthermore, priority should be given to evidence-based transparency.
While each dimension of transparency is widely discussed, there remains
a limited empirical understanding of how these concepts are implemented
in practice. Future research should therefore examine how Al actors put
transparency into action, the realities behind formal transparency state-
ments, and the extent to which such initiatives truly advance goals such as
bias mitigation.
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Abstract

This paper examines the role of data quality and governance in mitigat-
ing bias in artificial intelligence (AI) systems, with particular reference to
the EU AI Act. It advances a data-centric approach to bias mitigation as
a curation journey, positioning high-quality data as the essential starting
point. By integrating legal and technical perspectives, the paper argues
that synthetic data requires the same rigor as real data: well-documented
observability and uncompromising quality standards. This practice consti-
tutes the operational core of transparent data governance and establishes
a responsible first-line safeguard framework for effective bias mitigation
in Al systems.
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bias mitigation — Al systems — Al Act — high-quality data — transparent
data governance
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